
(a) Vacuous Credit in Rubrics-based RL

1 Query 2 Model answers

3 4

How often are checkups
after a stent? Does the
schedule vary by region?

Guidelines differ
across regions.

Safe,
conservative

Judge miscredits User still waiting

Rubric criterion (8 points)
“Ask for the user’s location.”

Judge “Met”  8 / 8

“But how often should
I get a checkup?”

No frequency.
No next step.

Stent (mesh tube)

1 Query 2 Before: misses query

How often are checkups
after a stent? Does the
schedule vary by region?

Guidelines differ
across regions.

No checkup
frequency

Stent (mesh tube)

3 Refine & score 4 After: answers query

Before: explain regional variation.
Refined

Give typical visit intervals;
explain regional differences.
“differ” alone is not enough.

Judge 0 / 8

Typical: 2–6 wk; 3–6 mo (yr 1);
then 6–12 mo, individualized.
US/EU: symptom-led testing.
Parts of E. Asia: historically
more routine imaging.

Desired answer

Inner loop: learn the policy

Outer loop: refine criteria + reweight groups

(b) MetaRubric

Policy learning

The judge gives full reward, but the model
does not give a direct answer to the query.

This criterion is incomplete
and underspecified;
it needs rewording.
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